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Good job, Matt. All right, so we're going to go. 

OK. Thank you, John. So I have the unenviable situation of having to go first after our great keynote speaker. So I will not be talking about something that's quite as widely interesting to many people. You'll hear about the type of data, that you'll probably never hear about again. But hopefully, you can learn some things about partnership along the way. 

But the good thing about going first is that I'm going to use this talk as an invitation for all of you to come talk to me about things that I'm going to raise in the talk. As I'll get into, we're sort of 2-and-1/2 years into a three-year project, but we're in some ways just getting started. And so we kind of have more questions than answers at this point about some of the things we're working, which I'll get into. 

So if you see anything in any other questions that I have on my slides, please feel free to come up to me after, or throughout the rest of the conference. I won't shake your hand. Like you said, the Japanese bow is my greeting of choice. So in any event, I'll get started here. 

So this is definitely is a collaborative project. The slides are directly related to work done at the National Center for Atmospheric Research, and then some colleagues at UC Davis. But as I get into, there's lots more folks involved. 

So a bit of background first on what NCAR is, for folks who don't know. We're based in Boulder, Colorado. We're a federally-funded research-and-development center devoted to, obviously, atmospheric research, but also to anything you see in this chart. You probably can't read the labels. But there's ocean researchers, there's atmospheric research, solar research, land-surface research, and the interactions between all of these. 

And we are about 1,200 people, including NCAR, and our management entity, which is UCAR. We're officially a nonprofit. But we exist to support the university communities. So probably many of your universities, their atmospheric-science departments, if we had one, are probably university members of NCAR and UCAR. 

And NCAR exists to basically support and enable research at universities. And one part of that is data services. We have a number of distinct data repositories within NCAR related to some different aspects of what you're seeing here. I'm actually in the NCAR library. We don't operate our own data repository, but we provide coordination and expertise to support many of these data repositories around our organization. 

So that's kind of leads into the purpose of this talk, which is talk about a specific collaboration [INAUDIBLE] called the ICARUS Project. This is funded by the National Science Foundation Index of Chamber Atmospheric Research in the United States. I'll explain what chamber atmospheric research means in a moment. 

But as you can see here on the right, this was a number of partners. And it was funded in 2017 by the NSF Atmospheric Chemistry Program. And what it is is, essentially, a group of researchers who work in this field got together and said, we want to build a database of our data. We have all these different, similar data sets across universities, and maybe we're interested in sharing those,-- and we want to put those in one place. 

So they put together a proposal to do that. And [INAUDIBLE] went from UC Davis to PI. So then, in 2017, the NSF came to NCAR and said, hey, there's this great proposal that's coming along, but they have no long-term data plan. Could you at NCAR be the long-term data host for this data collection? 

So that's why we sort of got added to this project. So we being NCAR, we're not involved in writing the proposal. This was not exactly a shotgun wedding, because we were all interested to work with each other, but we were definitely a last-minute add-on to this proposal. The NSF wanted to fund to provide some long-term archiving. 

So this is kind of a representation of what I just said. The ICARUS science team, which was all [INAUDIBLE] universities-- and all of those folks are scientists in the atmospheric field-- are interested in creating this sustainable web-based infrastructure for storing, sharing, and using atmospheric chamber data, and then potentially to serve as a data management and sharing tool for similar data funded by this NSF program in the future. 

[INAUDIBLE] we were sort of attached onto this grant at the last second, to basically create a replica of these data sets for preservation and long-term purposes, keep the replica up to date as it evolves, and then potentially enable any interested users to access these data through one of our repositories-- which we call the DASH Repository. Sort of asterisk there-- if you're familiar with the UC DASH Repository System, this is not the same as that. This is just an acronym coincidence. 

OK, so what [INAUDIBLE]? So these are examples of atmospheric chambers at various places. And basically, they're big bubbles that people pump gas into, and then they measure the gas. And they often have various lighting schemes, to be able to have UV light-- different kinds of light, that are also exposed to these gases. They're all kind of a little bit different, but have some similar properties. 

This is a survey done by ICARUS science team really on that project by [INAUDIBLE] kinds of data, to give you an idea of what that is. So a lot of chemical data filling out on the left-- hydrocarbons, oxygen, various kinds of chemicals-- and then different particle properties on the right. 

So basically they use these chambers for is to have a controlled environment to study [INAUDIBLE] happen [INAUDIBLE]-- otherwise they're hard to study. [INAUDIBLE] missions mixing of chemicals does smog created? Or what kinds of pollutants are emitted when different kinds of wood are burned? So they will pump wood smoke into these chambers and measure different things that happen in these chambers. 

So those are the kinds of research that are done in these chambers. So it's both to understand chemistry, but also to use the understanding of how these chemicals interact to feed into climate models-- so the climate models can actually accurately represent chemistry globally, in the atompshere. 

So this is a very rough [INAUDIBLE] diagram of kind of the data flow that we're working towards. And again, as I said, we're 2-and-1/2 years into the project, but we're just now actually getting some data we can work with. And I'll come back to that in a second. 

So there's all these university people that have these data, shown here on the left. The UC Davis folks have built a metadata and a data-entry website of course, database, file storage. And then they're working on a UI for external-data access. And that's all what they've built. It's hosted on Amazon Web Services. 

So what we're doing is basically, like I said, building a replica of that. We have our own new lab, and I'll get into the details about that. 

[INAUDIBLE] this is actually reason why the NSF contacting us to get us involved in this project. Because the initial proposal was the science team was going to do this on Amazon Web Services. And that was going to be how they built-out their data system. 

So the NSF basically told the Davis folks that they didn't like the idea of Amazon Web Services being the long-term data solution, so they wanted an external partner. So that's kind of how we got involved, and why we're duplicating, basically, the data sets. 

Now what's interesting is we just had this conversation from last week. And what they're spending on Amazon Web Services right now is like $5 a month. So the cost to actually keep this going long-term is probably very, very low. But regardless, we're doing what we're doing here. 

So [INAUDIBLE] couple types of challenges that we're working on. And again, these are the kinds of things that I'd be happy to talk with folks about later, if you're working on similar things. So there are stakeholder groups around the country. UC Davis is the lead, so they're doing most of the coordination. But it means there are many kinds of meetings. There are PI meetings. There are data management meetings. All of these are web conferences in various time zones-- all that kind of stuff. So the coordination itself is the challenge. 

And then different kinds of expertise and terminology differences, which are not too surprising, but I think important to note here. There's science expertise. There's engineering expertise. There's data-management expertise. The different parts of the collaboration are not always successful for all the time. And we've had many, like I said, iterative discussions of, what do we mean by data sets? What is a data set? What is a collection? What does metadata encompass? 

And then also, exchange of terminology. So not just learning what common terms mean in different ways. But what's a reactant? For somebody like me, I've heard that word, but I don't really know how important it is. Archival information package is not a word that means anything to a scientist, I can tell you that. Same thing with authoritative copy. 

So these kinds of things, we have to figure out what we're talking about [INAUDIBLE] an iterative thing, and expect that it will take a while-- not because of any intentional thing. It takes a while to learn language. 

Metadata has been ongoing discussion. I think it's an iterative discussion. So the metadata that the Davis are collecting in their interface encompasses a bunch of different things. So they have a series of web forms, to actually gather this data into a common structure. And they've built the whole data model to support that. 

The data itself are in these individual files-- typically, an [INAUDIBLE] file of some kind, which have headers in them. [INAUDIBLE] source of metadata. And there are a series of stand-alone documentation files that they're trying to have these groups build, to represent different aspects of the chambers, the provenance and information, as we heard from the previous talk. So there's a smattering of things. 

And again, the terminology is very specific. And this is a good thing, in a sense that they've gotten a lot of input from the science teams. And they've pushed part themselves-- the science teams-- on what information do they need to accurately describe these data sets? 

And they're explicitly building off a previous project in Europe, that did a similar kind of effort, which collected a lot of data that was almost never used-- because no one could understand what these data meant-- the details about them. So they're deliberately having a very sort of aggressive metadata collection effort-- which, again, is good, but I think it's just part of a challenge. 

On the bottom here, our repository uses a general purpose schema, which probably some of you are familiar with these-- DataCite, ISO 19115 [INAUDIBLE] to produce spatial data. So we're having a series of mapping discussions on, how does this fit to that? How does this fit to that? Which terminologies are important? Chemical names-- how do we represent those? 

So just a couple of examples. You can't read these, I'm sure. But this is an example of the website that UC Davis has built. So it has you know relative-humidity percentage as the field name, [INAUDIBLE] adjusted surface area. Hopefully, some you know what that is-- reaction type, oxidant name. So these are things that are important to this team. And that's part of what the core metadata includes. 

This is a mock-up of our NCAR iteration on this [INAUDIBLE] we're going to try to automate and map what their data fields have to what we need. So that's, I think, an ongoing challenge. And you can see just on the top right-- we have basic things there-- part of our UR-- latitude and longitude. Well, these are not geospatial data sets, but the vast majority of data sets we have are. So some components of what we have built-out are just not appropriate for this kind of data. So we're having to figure out what's the right balance of customization for this kind of data without over-customization, to make it hard for other data sets to also fit in our system. 

So the third challenge that I mentioned [INAUDIBLE] last one. But [INAUDIBLE]. So they built essentially a relational database, with a bunch of files attached to it. So there isn't sort of a unit. There are multiple units. And we've had to have, again, multiple discussions about, we mean this by data set. What part of what you have is sort of equivalent to that? That's been a challenge. And I think we've kind of gotten close to that recently. 

As we get to an actual exchange, is sending ZIP files good enough? And we then sort of processes the ZIP files? Do we need to have active APIs working to query, so they can do queries on our systems? So the technical work on that is still up in the air. So these are all questions I'd be happy to, again-- throwing them at you. 

Syncing-- so I mentioned we have to keep this up to date. How do we sync things? Is it every day? Is a monthly? Is it whenever some change happens? That's an open question. Then, identification and citation. So in this sort of structure that we're building-out, there's going to be two copies of this data set. Both will be publicly accessible. How would we identify that and ask for citations? Just one? Just to the other? So this is, again, an open question. 

This is my last slide here-- [INAUDIBLE] partnership. Regular iteration is important, and I think necessary. You can't do partnership without it. These may be obvious, but just to emphasize them. Some topics-- I say may, but will need to be revisited repeatedly. When people change, you then have to have the same conversations. When you get to the point where you realize that you've been talking about different things using the same words, you have to have the same conversations. 

Over three years, four years, technology will change. You have to figure out how to talk about metadata again-- now in this context, with different technology. 

And this last point, again, it's obvious, but it's amazing how much this is true. Real examples help move discussions forward. So we've just actually gotten to the point the past two months where we actually have real data examples. And the reason why it's taken that long-- and both for us, and then us being able to mock those up and send them back to our science team-- I think we moved forward more in the last two months just because we have some real examples than we did in the previous two years. So that's where I'm going to stop, and I'll turn to our next speakers. 

[APPLAUSE] 

Let's see if I can get your TV. Will that work for you? There we go. That will work. Yeah? 

Yeah, that's good. Can everyone hear me? OK, great. My name is Anna Dabrowski, and today I'm here to represent a collaboration between myself and Jessica Trelogan at the University of Texas at Austin Libraries. Unfortunately, Jessica couldn't be here today. She is much more charming than I am, so you're kind of stuck with me. And I'll try and do my best. 

So I'm going to tell you a little bit about an initiative that we have, that we're calling DOLCe. DOLCe stands for the Digital Object LifeCycle. It was named by one of my colleagues at Tech, who likes to make acronyms. So don't think too deeply about why the C in LifeCycle was being capitalized, but not the e. We're just running with it as it is. 

So before I get into our collaboration, I wanted to tell you a little bit about our two different institutions. So Jessica works for the University of Texas at Texas at Austin Libraries. She is the Research Data Services Coordinator there. So she provides data services that are primarily focused on supporting the University of Texas research community-- so the campus community in Austin. 

And the kinds of work that she does are largely consultations with researchers. So these are one-on-one meetings with researchers, to help them find data, to help them figure out how they can be using data-- help them find the tools they need work with their data and to write data-management plans. 

Jessica also runs workshops for the campus community. And in particular, she does a series every semester called "Data and 

Donuts." This is a series of, I think, six-to-eight workshops in the spring, focusing on GIS-- in the fall, focusing on general research data-management topics. And Jessica also provides institutional data-repository services. So the repository that she is working with is called the Texas Data Repository. This is actually a consortial data repository, which is hosted and managed by the Texas Digital Libraries. But she provides local services to the UT community, to help researchers with publishing their data in their depository. 

And I'm here representing the Texas Advanced Computing Center. That's TACC. We are a h-performance computing center. And we are primarily focused on providing infrastructure for research. So we work with researchers both in the UT campus community, but also across the US and internationally. 

So the kinds of things that we do is, first and foremost, provide big hardware systems to do high-performance computing and also large-scale storage systems. On top of that infrastructure, we also have software tools, that are available to researchers to do their work. And we build-out these web portals that allow researchers to use our systems and those software tools. 

So the usual way of using a high-performance computing center is from the command line. But we have a lot of researchers who work with us who don't know how to use the command line, or that's not really their area of expertise. So these web portals are graphical interfaces-- more point-and-click online interfaces, that allow researchers to kind of choose which hardware systems they're using, which applications they want to be using at TACC. 

On top of this, we also provide training-and-consultation services. But these, again, are geared primarily toward high-performance computing uses. So we really focus on researchers who already know that they want to use high-performance computing. Maybe they know a little bit about computing and they just need to learn how to use our systems, or they need to learn how to use different sorts of technologies. And that's where our focus is in our training. 

And then finally, it's also worth noting that TACC is primarily funded by grants. And a lot of the staff at TACC are also researchers in their own right-- not only in computer science, but also in biology, chemistry, and physics. And they're often on external grants, doing that kind of research and also using our systems. 

So with that background, I wanted to talk a little bit more about how Jessica and I are trying to partner across our organizations, even though they function quite differently. So I should note that TACC and the UT Libraries have been working together for quite a while, since before I worked at TACC. I've been there for about a year and a half now. But they've been working together for much longer. 

And so the kinds of things that we've been doing so far across TACC and the Libraries is coordinating services in terms of referrals. So for example, TACC might be working with a researcher on a grant and we need to learn a data-management plan. We've referred other researchers to Jessica to help them out with that. On the other hand, Jessica might be working with researchers in here consultation [INAUDIBLE] utilize that, and don't know the point at which they'll need those resources. And she can help them figure that out. And communities from our resources, which has been a little bit complicated. 

We also shared information about our services in a single access point, so we [INAUDIBLE] at UT [INAUDIBLE] facility that provides information to researchers about computing and data management resources for them on campus. And we share our information and our parallel services there for them, so they can navigate that information. 

And then finally, Jessica also invites TACC to come speak at her workshops. So we do a workshop during her "Data and Donuts" workshop series, that introduces high-performance computing, and also walks people through getting access to our services. So that's where we're starting off. And although we already have this collaboration, Jessica and I are really looking to partner, to kind of expand the ways in which we can provide research support. 

So the first thing that we started by doing is having joint workshops. So these are co-hosted workshops. And we focus primarily on data-carpentry workshops right now, and we're looking to expand that. And the other way that we're trying to expand starts with the idea of combining our existing infrastructure. So there are some tools and services that tech already has, tools and services the libraries already have. We want to find ways where we can partner on those services. 

So this is where the Digital Object LifeCycle Initiative was born-- identifying that we have infrastructure we want to connect, and that we also have to find ways where we align interests across our organizations. So one thing that we both see is a need for researchers to publish larger data sets. Jessica hears this. We see this at TACC as well. 

So from the TACC perspective, we usually focus on researchers who have computationally-intensive workflows. And we help them use our HPCC systems, but we also have large storage systems for archiving data. In my group, in the Data Management and Collections Group, we often work with researchers or research communities to also build-out some infrastructure. And these are usually grant-funded projects, where a community of researchers might want to do something with that data. It usually involves data sharing or data publication. And we would be building-out databases for them and other software stacks. 

But that's really resource intensive. That often takes a grant. And researchers often need an easier way to publish their data. It's also worth noting that even on those kinds of projects TACC doesn't see itself as a stewarding organization. So it's up to that research community to think about how they're going to manage their data, curate their data, and maintain it in the long-term. 

So really what TACC is interested in here is providing mechanisms or a pipeline for researchers to easily be able to move from working with our systems to publishing their data, without needing to take on a whole project-- and being able to publish that data with the stewarding organization. 

The UT Libraries, on the other hand, help researchers to think about where they can publish their data-- so different publications venues that use them might be appropriate for their kind of research data-- and also provide us Texas Data Repository service for publishing their data. The limitation of the Texas Data Repository is that it can't handle very large data sets. So currently that's data files up to 4 gigabytes in size and data sets up to 10 gigabytes in size. 

So Jessica and I wanted to connect our infrastructure, to be able to make it possible to publish larger data within the Texas Data Repository. And this is where the DOLCe pilot project comes into play. So what we've done primarily on this project so far is to connect our backend infrastructure. So there are [INAUDIBLE] interfaces [INAUDIBLE]. And what we've been able to do is allow the Texas Data Repository, which [INAUDIBLE] software platform, to have multiple data stores. 

So we can have the original data store managed by the Texas Digital Libraries for smaller data. But we can also have a separate data store, that's hosted at TACC, that allows researchers to also publish larger data sets. So we've allowed that multiple data stores and also improved the data ingest process, to make it a little bit easier to upload larger files. 

So what we have now is a way for TACC to store large data files. And those data files can be managed by the Texas Data Repository software, that's hosted by the Texas Digital Library. So it manages and publishes those data sets. And the UT Libraries have kind of stewardship control over that data, as though it's part of the collections. 

So one thing to note is that this project-- that technical work-- was funded by the Planet Texas 2050 Research Program at the University of Texas. So it's really primarily focused as a pilot for the University of Texas at Austin researchers, and researchers who are also funded by this research program. 

Nonetheless, the work that we've been doing does affect a number of stakeholders outside of our institution. So we've been working across TACC and the UT Libraries. And we've also been working very closely with the Texas Digital Library on this implementation. 

Additionally, since we're working with the Dataverse software, this software is an open-source software. So what we've been doing is contributing our code back to the software community. It's written in a generalized way-- meaning that once the Dataverse software is updated, other institutions that are also hosting Dataverse as their repository platform could take advantage of that software-- and also integrate multiple data stores, if they want to have different places for storing different types or different-sized data. 

And additionally, I mentioned earlier that the Texas Data Repository is a consortial data repository. So the work that we're doing at our institution also affects other institutions. There are other member institutions in Texas for the Texas Data Repository, who also want to take advantage of being able to have multiple data stores. And so we're in communication with them around what those policies might look like, and talking to them a little bit more about the use cases that we see from our pilot project. 

So to give you an idea, kind of coming back to TACC and UT, the pilot project is really focused on supporting researchers at the University of Texas who are funded by the Planet Texas 2050 Program. So there is use case that I wanted to present to you, that kind of illustrates our collaboration and also this integration. 

So this use case is called the Burkholderia Project. And the project started off, actually, from a "Data and Donuts" workshop that Jessica was teaching. And this was a geospatial workshop. So a researcher attended one of her workshops and realized that GIS software could help her do her work. She wanted to study how the Burkholderia soil pathogens spreads, and where that pathogen is spreading. 

So after realizing that, she applied for a grant with Planet Texas and received that grant. And she included the UT Libraries as co-investigators. And since then the libraries have been helping her to find soil and climate data, to be able to map the spread of this disease-- and also helping her to use the huge GIS software, both on her local machine but also at TACC, through those portal interfaces that I mentioned earlier, that help researchers to use our systems. 

So they're still working on this on this project, but they do have some intermediate data products. And they'll have large-scale final data products, as well. And those data will then go into our repository. And the backend storage will be at TACC. 

So we're still looking at this use case, and we're thinking about what the effects will be of this use case on policies-- how we should think about these policies as we think about extending this from being a service for this community of researchers to being a general service at the University of Texas. There may be issues in determining kind of when someone should be allowed to publish larger data. How much will this cost? How will the libraries manage this sort of thing? 

So our pilot project is helping us to kind of understand that. And we're going to be working on developing those policies after a pilot suggesting what those policies might look like-- and continue to be in collaboration with the Texas Data Repository Steering Committee, as they think about how the Texas Digital Library might provide this multiple data storage infrastructure to other institutions as well. 

So additional future work also includes attaching backend digital-preservation workflows. So right now the data would be stored at TACC. The Texas Data Repository is looking at attaching Chronopolis as a distributed preservation storage. But that's only for the storage that's being hosted by the Texas Digital Library. If we want to do this with the large-scale data storage at TACC, we do have some additional work that we need to do in order to attach to other preservation workflows. 

And another thing that I'm also interested in pursuing in particular is enabling data publication directly from the tech portal interfaces that I mentioned. So although we have that backend integration set-up, the way that someone needs to publish data still involves going to the Texas Data Repository interface, or using the command line to upload data-- whereas we have these portals where researchers can be using TACC systems already to work with their data. And we want to allow them to push that data directly to the repository from the system that they're already using. 

And some further ideas that we haven't really fully developed, but we're thinking about-- and I'd love to talk about, if other people are thinking about this as well-- are data collections at TACC. So we would like to make it possible to have large open data sets available for computationally-intensive workflows. So data transfer, when it gets to the terabyte level, can be a pretty big issue. And you don't necessarily want that on your local machine. 

So we can bring those data sets over to TACC. And if they're already hosted at TACC-- if these data are already living in the Texas Data Repository, it's a little bit easier for us to transfer that kind of stuff internally. So we want to start thinking about how we can make those collections available, or copies of those data available for use on our systems. 

I'm also interested in looking at general curation tools, that would allow researchers to either have tools or a workspace where they can curate their data, or that librarians have access to, to curate their data before those data go into the Data Repository. And that might also kind of take place within these portals that we've built. 

OK. And finally, I wanted to thank our collaborators on the DOLCe Project. Those include Courtney Mumma from the Texas Digital Library, Jim Myers from the Global Dataverse Community Consortium, and Chris Jordan at TACC. And thank you very much for listening. 

[APPLAUSE] 

So now we have [INAUDIBLE] to that. 

We're doing Matt? 

Yes, we're doing Matt now. Yes. 

Hello. Can you all hear me? 

I can hear you, Matt. We're going to put the mic down on the [INAUDIBLE]. Say things again, Matt. 

Oh, I was just seeing if you all can hear me. Thank you for making the adjustments, and I apologize for my last-minute schedule change. [LAUGHS] 

Hold on one second, Matt. 

Sure. 

So let's see if that sounds better in the room background. 

Hello, how are we doing? 

Start talking again now. 

I am talking. This is Matt. How are you? Yeah, right on. So I may ask somebody there. Let's make this thing easy. Maybe Amy could advance the slides for me, so we're not having to switch back and forth between computers. That might make things a little easier. 

[INAUDIBLE] 

Yeah, so let's go and do that. Amy, go ahead. So this is our presentation-- interdisciplinary approach to research data and computation, story from two institutions. Go ahead and advance to the next slide. And this is me. [LAUGHS] 

Yeah, I'm sort of a jack of all trades when it comes to-- I'm a liaison librarian. So I don't actually do a lot of the data curation and that sort of work. But my job is to make connections in the library-- also with research administration, IT, IT in the library-- connecting with other specialists. And I do a lot of consultations with folks from various disciplines, various needs, et cetera. So that's a little bit about me. I know we're short on time, so I want to make sure I'm not wasting your time. 

I also want to recognize our collaborators, Jeremy and Anna both. In particular, for my content, Jeremy had a huge amount of input on this. Some of the graphs that were created were actually done by him. And also, he's been doing a lot of legwork from the IT side of things within the library, and also joining on the conversations that we have with research administration on how we're going to end up deploying our data repository. 

So next we're also going to talk-- just to give a little bit of background here, we wanted just a little bit of the historic role libraries have with access to technology and where we live. And go ahead and go to the next one. So libraries historically have served as a hub for access to technology, through providing publicly-available computers. We do workshops on technology. We've served as a hub for even internet access. 

And commonly, we house our internal information technology locally, just for the needs of acquisition, resource management, and discovery. But these teams were not necessarily designed to address the technical needs of a researcher. The units often work to make access and discovery feel seamless, and therefore this creates sort of a disconnect sometimes between the services available through the library and services that are provided by, let's say, research administration and central IT organization. 

What we are finding now is that there's a growing need to grow in heavy data and computational spaces. As our co-presenters have already talked about, these campus communities are having to collaborate more on holistic services, both for students and researchers. We can go to the next one. I'm going to Amy take over real quick here. 

Great. And hey, I'm Amy Neeser. I work at the University of California Berkeley. I work in research IT. Feel free to tweet at me, if you want to talk about computing, or vegan food, or techno, or anything like that. And to set a little bit more context-- and thank you for that, Matt-- I want to point to the research study that I'm doing with Joanna Thielen, who's right over there. And she's at the University of Michigan. 

And we did a research project where we analyzed 180 data professional job positions, between the years of 2015 and 2018. And we had a lot of findings and different research questions. But one thing that came out of this data is that libraries and IT have a lot of potential for collaboration. And I'll give you a couple of highlights. 

One thing that we found is that programming languages are a strong area of overlap. We see that more and more in data professional and data library job descriptions. And so we found that was the case. And the programming languages that we found most were Python and R, which was very interesting, because we would say that those are used more for research purposes-- whereas some of the other programming languages, like C, Ruby, or Perl, those tend to be more for development. 

So what we want to say here is that this is complementary. Data professionals could focus more on the research applications of these programming languages. IT can focus more on this kind of building and development. 

We also found that, data security, only 17 of the 180 positions talked about that. That's only 9%. And storage-- 17% of those jobs that we looked at. They were mentioned less. And so we really found that that is an area for IT to specialize in. 

Whereas we found that preservation, perhaps unsurprisingly to this group, 67% of the positions mentioned preservation and 56% of the positions mentioned curation. So those are areas where data professionals can really shine. So both of these groups have areas where they specialize in. And then there are some areas of overlap. Consultation was another overlap area. Back over to you. 

All right. So I'm back. So I have a graphic up here. And this is of an overview-- sort of a workflow, but also trying to define, what are the relationships that we are dealing with at Arizona State? 

So there are three main bodies that are talking to each other right now. One is Knowledge Enterprise, which is essentially the office's sponsor project. Research Development, Research Technology Office, Research Administration, they're all under this sort of umbrella organization. Then there is the University Technology Office, also known as UTO, which is our infrastructure. They're the folks that do provisioning, buy things. They're like the telephone company. 

And then, of course, there is the library-- which we're there more from the publishing end of things-- again, as our previous co-presenters have talked about-- but also the long-term storage and access and discovery and reusability of data in the long-run. So one of the challenges we've come across-- and we'll get questions from folks all the time coming to us for literally questions that are really more respective of research computing, which is what Jeremy likes to term the crunchy stuff. That's where they're doing analysis and number crunching. It really takes a lot of high-end computing power-- HPC. It's ephemeral, so it doesn't necessarily last forever. 

But then that has to go through those pipelines. It has to eventually move through the process to a point of publication, to a data archive when it's going to come to us. So we're working through who is responsible for what when it comes to these things. But it needs to be seamless for the researcher. Because the challenge that they have when they come to us is if we start throwing up walls in front of them, they're going to go off and provision their own equipment, or do their own workflows-- because they don't want to have to deal with a lot of problems. 

The other factor here, as noted, is that UTO-- University Technology Office-- is getting out of storage. They're moving to the cloud. They're moving to Amazon Web Services. So high-performance computing, in effect, is moving into research-- has moved into research administration. And long-term preservation has moved to us, where UTO is out of that. And we can go ahead and move to the next slide. 

And again, this is where the responsibilities come in. So we have a lot of overlapping interest. But you'll notice we have three circles here. For those who can't really read this, there's research academic units, the library, and Knowledge Enterprise. But what is missing here is UTO. And that's because they're really seen as underlying infrastructure. They're not the decision makers at this point. They're not the ones that are actively involved and much of these processes. 

So even though they're still a part of the equation, we're really focusing on how the library and Knowledge Enterprise-- again, research administration-- can work together with shared responsibilities, then take that to the academic units where the research is actually happening. 

And let's go ahead and move to the next slide. And so how is this happening? So this collaboration, it's a long story, really. I've been talking to Knowledge Enterprise for about two years now. And I would say over the past 12-to-18 months, we've made significant progress, not only in reorganization, but in understanding what our role is. This means that the library-- I've mentioned this to others. You may have heard this before. The library at ASU is going to become a core facility, similar to other core facilities in the university. 

But what this doesn't mean is that we're going to start going out and charging people for individual services. It means that research administration-- the provost office-- will fund a percentage of research funding to us, in order to support the activities that we do. And this means new positions-- new project management, possibly new data curators that will be coming. It's an expanding role. I believe we have two new positions that will be coming to us. UTO, again, is getting out of large-scale storage. HPC is under Knowledge Enterprise. So we have to have those direct conversations. 

Therefore, we're consulting UTO now. They're not necessarily involved in the day-to-day talks on that, although there has been a lot of discussion around who is really responsible for what. So what Knowledge Enterprise did, they worked with us. And we came up with a RACI chart. For those not familiar with a RACI chart-- I just learned about it this past year-- it's Responsible Accountable Consulted and Informed. On the screen, I have just a snippet of what that RACI chart looks like. A few things are in there, like DOI provisioning. That's a responsibility of the library. Data-set publishing, that's a responsibility of the library. And we're accountable for that. 

But other areas, like research administration-- and even the research community-- are going to be consulted on them. We need to make sure that we're meeting everybody's needs. Whereas UTO, they'll be informed on what we're doing, but they're not necessarily the decision makers. 

Further down and not visible on my screenshot here is example ORCID IDs. So the library is helping with that. We're helping to promote it. We'll on-board with ORCID identification, which is a part of the research-data cycle. But research administration are actively managing that, because they want to use that for other knowledge information and resource sharing, which is going to make all of this sort of come together. 

Go to the next one. The other thing that's going on is that we have a lot of betas. So while all of this is happening, we're also trying to identify, what are the preservation needs of a university of our scale? We're in the piloting phase of deploying a actual dedicated data repository, while also reinventing our institutional repository. We are moving from a homegrown system to an Islandora-based system. This is happening at the same time. 

The university is also looking at an enterprise research or lab notebook system, which also would be integrated into this process. And we're also defining new policies for collection development, research sharing, et cetera, et cetera. So you know what happens when you have a lot of betas in the tank together. It's not always pretty. But again, what this really means is that everything that I've just talked about is subject to change, because everything is ongoing. We're really in the beginning stages of a lot of this. But it's taken some significant effort to get us there, because ASU is enormous. 

All right. And with our last couple of minutes, I want to talk a little bit about the work that we're doing at the University of California Berkeley. So as John mentioned, I work in research IT. And what we really do is in the three big buckets. We do research computing, which was already talked about today. So we run a high-performance computing cluster. We do cloud computing, virtual machines, things like that. 

We also have our research-data-management program. And that's shared between research IT and the library. So that's a partnership. And then we also do museum informatics as well, which is a little less relevant here-- but happy to chat about that. 

I guess I'll just say that we don't report to the CIO. We're actually under the vice-chancellor of undergraduate education. So that informs a lot of our philosophy and how we work across everybody. We work with everybody who is a researcher, including students, the undergraduate experience, things like that. 

So we're a super small but mighty team. And the way that we are able to serve all of campus and all disciplines and all researchers is really through partnerships. And we partner with a lot of folks on campus-- central IT, security, the vice-chancellor of research. But always at the top of our list is the library. The library is probably our most-important partner. 

And that is really because of the shared research-data-management program. And we even have a shared position. So the service lead-- that used to be my profession-- it is funded half by these two organizations. So we literally both have money in the game and work together. 

So our philosophy is really about uniting data and computation. And we do that in a lot of ways. I'm the consulting lead. And our consulting team is made up of data and computing folks together. So we have the same meetings. We have office hours at the same place. So somebody comes in with a computing question, we can kind of get at some of those data things. Like, [INAUDIBLE], where are you storing that? 

Yeah, so our team is made up of IT staff, national laboratory staff-- we have a national lab at Berkeley-- librarians, grad students. And we're actually moving into undergrad-- consulting with other undergrads about data, which is really interesting. I'm happy to talk about any more of those things. 

But really, by bringing data and computation together, we're offering our researchers a more holistic set of tools and services. So we do a lot of joint outreach. This is one of our one-pagers that we do. So we targeted faculty in physical sciences and engineering. They came up with one-pagers based on topics in other organizations. So things like data publication and data security-- things like that. 

So I guess I will end by just saying that a major project that we're working on right now is around secure data. And Berkeley hasn't had to deal with secure data as much in the past, because we don't have a medical school. But as we all know, more-and-more people are working with data. More-and-more people are working with sensitive data, outside of medicine, of course. So we're working on building infrastructure-- a giant platform. And it'll be high-performance computing, virtual machines, storage-- all of the things. 

And what I want to say with this is that this partnership is really key. Because in IT, we can really focus on that infrastructure, like we've talked about. But we have these other bits-- this consulting and building community. And that is really where our partnership with the library comes in. And we need to work together. So I'll just leave by saying I would encourage you all to get to know your different IT people. It's not only central IT. You might have research IT folks on your campus. We love libraries. We want to work with you, so let's hang out. Thank you. 

[APPLAUSE] 

How long do you want to do questions? Want to do five minutes? 

Five minutes. 

Let's take a couple of questions. We'll get ourselves back on time. If you have questions, the mic is right here, so we can all hear your question. So if you a question, please stand-up and go to the mic. Then I can repeat the question for those people who are online. There is one question. 

[INAUDIBLE] 

What would you recommend for [INAUDIBLE]? 

[INAUDIBLE] 

Just to make sure the people online know the question. They couldn't hear the question. 

[INAUDIBLE] 

Answer the question over on this mic. 

[INAUDIBLE] 

That's fine. So then the people online can [INAUDIBLE]. 

So I would just reiterate the points of working consortially. So I don't know if there are other institutions that you can start to collaborate with a little bit more. I mentioned the Texas Digital Libraries in Texas. And that's not just the University of Texas system, but it's a number of different institutions across Texas, that are all kind of sharing services that are hosted by that digital library. 

EXCEED is also a good thing to mention. That's a resource, particularly for researchers who've [INAUDIBLE] NSF grants. But also, I know this is what TACC does. I'm not so aware of other high-performance computing centers. But we take on projects with researchers external to UT, as well. So especially, you mentioned that they might have grants. We can be written into grants, or we can collaborate on grants with people, regardless of what institutions have. We'll let [INAUDIBLE] have the last question. 

I have a question [INAUDIBLE]. 

So the question was, can the Texas Data Repository handle non-open data, or is it for only open data. And right now it's only for open data. Of course, there's the option of a researcher uploading their data set and not really publishing it-- and just kind of keeping it private for a given period of time. But it's really for open data. 

There are initiatives as part of the Dataverse software community, to help make it possible to have private data, and also to store data securely and have mechanisms for managing data that aren't open. But that's not a project that UT has been involved in. But there are organizations that are, who are members of the Global Dataverse Community Consortium. So I'd recommend going there and checking out some of those projects. 

All right, so that concludes our panel here. And let's just thank our panelists again. 

[APPLAUSE] 
